NLP based Question Answering for M&A
deepset @ AI Monday Berlin, Jan 2019
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deepset is bridging the gap between NLP research and the industry
About us

Clients

Machine learning agency, founded in 2018

Focus: deep learning based NLP
Agency model: cutting edge NLP & fast
validation of diverse use cases
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Management Team

Malte Pietsch

Confidential

Timo Möller

Milos Rusic

3

Agenda

01

Why NLP?

02

Technology: Question Answering

03

Application: Due Diligence in M&A

4

Language is the most natural and common way of exchanging
information

6.600BC

269bn

860m

First image writing system

E-Mails sent per day

Spoken words in a lifetime

Sources: https://www.lifewire.com/how-many-emails-are-sent-every-day-1171210
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The amount of
unstructured data is
continuously growing –
but the value is still not
exploited
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It is human nature to exchange information
through language
The majority of existing data is therefore not
interpretable by machines
Modern tools for communication foster the
growth of unstructured data, e.g.:
▪ 2m news articles / day
▪ 571 new websites launched / minute
▪ 175m tweets / day

Sources: 1) https://de.statista.com/statistik/daten/studie/267974/umfrage/prognose-zum-weltweitgenerierten-datenvolumen/, 2) http://wikibon.org/blog/big-data-statistics/
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Natural Language Processing provides the solution
to unlock value from unstructured text data
Unstructured text
Up to the 1980s, most NLP systems were based on
complex sets of hand-written rules. Starting in the late
1980s, however, there was a revolution in NLP with the
introduction of machine learningalgorithms for language
processing. This was due to both the steady increase in
computational power (see Moore's law) and the gradual
lessening of the dominance of Chomskyan theories of
linguistics (e.g. transformational grammar), whose
theoretical underpinnings discouraged the sort of corpus
linguistics that underlies the machine-learning approach to
language processing.[3]Some of the earliest-used machine
learning algorithms, such as decision trees, produced
systems of hard if-then rules similar to existing handwritten rules. However, part-of-speech taggingintroduced
the use of hidden Markov models to NLP, and
increasingly, research has focused on statistical models,
which make soft, probabilistic decisions based on
attaching real-valued weights to the features making up the
input data. The cache language models upon which
many speech recognition systems now rely are examples of
such statistical models. Such models are generally more
robust when given unfamiliar input, especially input that
contains errors (as is very common for real-world data),
and produce more reliable results when integrated into a
larger system comprising multiple subtasks.

Neural Networks

Output

Translation

Performance

95%
Accuracy in speech recognition from audio

Sentiment

90%
Topic

F1 for entity recognition on text

....

77%
The performance of methods of Natural Language Processing (NLP) is outstanding and has the
potential to fully utilize existing sources of data
Sources: Artificial Intelligence Index (20170), squad 2.0 leaderboard

F1 in question answering
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Natural Language Processing provides the solution
to unlock value from unstructured text data
Unstructured text
Steam engines are external combustion engines,
where the working fluid is separate from the
combustion products. Non-combustion heat
sources such as solar power, nuclear power or
geothermal energy may be used. The ideal
thermodynamic cycle used to analyze this process
is called the Rankine cycle. In the cycle, water is
heated and transforms into steam within a boiler
operating at a high pressure. When expanded
through pistons or turbines, mechanical work is
done. The reduced-pressure steam is then
condensed and pumped back into the boiler.

Neural Networks

Output

Performance

95%
Answer
Solar power

+
Question
Along with geothermal and
nuclear, what is a notable noncombustion heat source?

Accuracy in speech recognition from audio

90%
F1 for entity recognition on text

77%
The performance of methods of Natural Language Processing (NLP) is outstanding and has the
potential to fully utilize existing sources of data
Sources: Artificial Intelligence Index (20170), squad 2.0 leaderboard

F1 in question answering
8

Agenda

01

Motivation & Background

02

Technology: Question Answering

03

Application: Due Diligence in M&A

9

Maturity of NLP: Outperforming humans in
several tasks, while still in its infancy for others
Maturity stages

→Squad Explorer

Grown-up

Q&A: 93% accuracy vs. 91% human benchmark (Squad v1.1)
Sources: https://arxiv.org/abs/1810.04805 (2018)
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Maturity of NLP: Outperforming humans in
several tasks, while still in its infancy for others

X

Maturity stages

Child

Q&A: 50% accuracy vs. 92% human benchmark (OpenBookQA Challenge)
Sources: https://leaderboard.allenai.org/open_book_qa/submissions/public (2018)
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What caused this performance spike in October 2018?

Performance of QA Models on Squad 2.0
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Transfer Learning: Learn general patterns from large data before finetuning on target task
Question
answering

Sentiment

Model

Model

…
Small Dataset

Small Dataset
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Transfer Learning: Learn general patterns from large data before finetuning on target task
“General Language
Understanding”

Model

Transfer
knowledge

Question
answering

Sentiment

Model

Model

…
Huge Dataset
(> 100 Mio)

Small Dataset
(10-100k)

Small Dataset
(10-100k)
15

BERT: A new era of language understanding?
Goal
• More general understanding of language
• Long-distance relationships & coreference
Approach
• Pretraining on huge corpora with two tasks:
→ Masked Language model
→ Next sentence prediction
Architecture
• 24 “transformer encoder” blocks with:
→ 16 heads, 768 dimensions, Sequence length of 512
Performance
• New state-of-the-art for 11 NLP tasks!
Sources:
Devlin, J., Chang, M.W., Lee, K. and Toutanova, K., 2018. BERT: Pre-training of Deep Bidirectional Transformers for Language Understanding. arXiv preprint arXiv:1810.04805.
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Problem: Countless documents need to be crunched manually in each
M&A transaction
Sell Side

Buy Side

Virtual Data Room
Uploads

Analyses
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Problem: Countless documents need to be crunched manually in each
M&A transaction
Sell Side

Buy Side

Uploads

• Slow
• Expensive
• Repetitive questions

Analyses
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QA Models accelerate the M&A process by automatically answering fact
based questions
Question

How high was the revenue in
2018 in the core business?

What is the salary of Person
XY?
Who are the most relevant
partners for R&D?

Neural Networks

..
.
..
.
..
.
..
.
..
.
..
.
..
.

Answer

„..2mn in FS...“

„… 70.000€ …“

„Hitachi, Daimler“

→AllenNLP Demo
→Exemplary Annual Report
Sources: Artificial Intelligence Index (2017)
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The need is validated through various interviews and the product will be
developed in a Co-innovation setting with lead customers
Setting

Mock-up
•

Problem: Need validated in 40+ interviews

•

Value proposition: Reducing the time to finish a due diligence

•

Product concept: Standalone tool with integration to data room

•

Approach: Co-Innovation with lead customers

Confidential
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The strong growth in M&A activity is explained by the need for
alternative asset classes and strategic relevance of anorganic growth

€3tn

Increasing global M&A activity as core of strategic activities and as alternative asset class

Global M&A volume

€96bn

817 deals with majority in mid cap segment

M&A volume Germany, split over
a total of 817 deals

€326mn

Based on:
- 20 times more Due Diligences than deals
- Conservative pricing assumption of €10.000 per deal *

Conservative potential for
Q&A support in M&A transactions

* comparable: data rooms, cost of €60.000-120.000 per transaction
Sources: FIINANCE MAGAZIN (2018), JP Morgan (2018), PwC (2018), various interviews
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Helpful Resources

BERT Paper: https://arxiv.org/abs/1810.04805
BERT Tensorflow Repo (official): https://github.com/google-research/bert
BERT Pytorch Repo (Multi-GPU): https://github.com/huggingface/pytorch-pretrained-BERT
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